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How To… 
Evaluate NimbleGen SeqCap 
RNA Target Enrichment Data 

Applications 
Targeted RNA Sequencing 

Products 
SeqCap RNA Choice Enrichment Kit 
SeqCap RNA Choice XL Enrichment Kit 
SeqCap lncRNA Enrichment Kit 
SeqCap RNA Developer Enrichment Kit 
 

1. OVERVIEW 

Analysis of NimbleGen SeqCap RNA target enrichment 

data generated using an Illumina sequencing system 

can be performed using a variety of publicly available, 

open-source analysis tools. 

A typical RNA-seq and variant calling analysis 

workflow consists of sequencing read quality 

assessment, read filtering, mapping against the 

reference genome, expression level assessment, variant 

calling, and variant filtering. At most of these steps, a 

variety of tools are available. This document shows how 

to use a selection of the available tools to perform 

SeqCap RNA data analysis, but other analysis 

workflows may be used. 

In addition to showing how to use raw FASTQ files to 

generate a BAM file and perform RNA-seq data analysis 

(Figure 1), supporting workflows include how to work 

with Roche NimbleGen BED files for the purpose of 

analysis and how to create a Picard interval list file. 

This document should enable readers with 

bioinformatics experience to understand the basic 

analysis workflow in use at Roche NimbleGen. The 

reader should carefully consider the available options to 

determine the appropriate workflow for their research. 

The usage examples described here have been applied 

effectively in our hands. Please note that publicly 

available, open-source software tools may change and 

that such change is not under the control of Roche. 

Therefore, Roche does not warrant and cannot be held 

liable for the results obtained when using the third party 

tools described herein. Please refer to the authors of each 

tool for support and documentation. 
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Figure 1. Schematic of basic SeqCap RNA analysis workflow 
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2. SOLUTION 

Freely available third-party tools are available for converting raw sequencing data into appropriate file formats, 

aligning reads to a reference sequence, evaluating sequencing quality, quantifying RNA expression level and 

analyzing variant calls. This technical note describes a number of steps and mini-workflows that use such third-party 

tools, which can be combined together into a variety of data analysis workflows. 

Ideally, you should develop a workflow appropriate for your experimental data using benchmark/control RNA 

samples, such as Human Brain Reference RNA (Ambion®) and/or RNA derived from HapMap samples. Known 

variants for HapMap sample genomes can be downloaded from the HapMap project 

(http://hapmap.ncbi.nlm.nih.gov), the 1000 Genomes Project (http://www.1000genomes.org), or in special collections 

such as GATK’s resource bundle (http://www.broadinstitute.org/gatk/download). 

Note that where the text ‘SAMPLE’ appears throughout these examples, you should replace it with a unique sample 

name. Similarly, replace ‘/path/to/…’ with a valid path on your system. The current directory is assumed to be the 

location of all SAMPLE input files, and will also be the location of SAMPLE output files and report files. Where the 

text ‘DESIGN’ appears, replace it with the design name provided by Roche NimbleGen. 

Type the entire command shown for each step on a single line, despite the way it appears on the printed page. There 

should be no spaces within a file path, but there must be spaces before and after each option. Tip: use the Tab key to 

auto-complete paths and file names while typing. 
 

http://hapmap.ncbi.nlm.nih.gov/
http://www.1000genomes.org/
http://www.broadinstitute.org/gatk/download


 

Technical Note: How To… 

Evaluate NimbleGen SeqCap RNA Target Enrichment Data 4 

Tools Overview 

Package (version) Tool Function as used in this document 

BEDtools (2.17.0) 

intersect Calculate on-target read rate by intersecting a list of regions 
in BED format against mapped reads in BAM format. 

sort Sort BED formatted regions. 

merge Merge overlapping regions within a BED file. 

genomecov Calculate sum total size of regions in a BED file. 

Bowtie 2 (2.2.0) bowtie2-build Index reference genomes. 

Cufflinks (2.1.1) 

cufflinks Assemble transcripts and quantify expression level. 

cuffmerge Merge two or more transcript assemblies 

cuffdiff Identify differentially expressed genes and transcripts, and 
detect differential splicing and promoter use. 

FastQC (0.10.1) fastqc Assess sequencing read quality (per-base quality plot). 

GATK Framework 
(2.7-2) 

GenotypeConcordance Compare pre-sample and aggregate counts and 
frequencies between two callsets. 

IGV igv 
Genomic viewer for BAM and BED files (not explicitly used 
in the examples shown in this document). See References 
for a link to additional information. 

Picard (1.98) 

CreateSequenceDictionary 
Generate a sequence dictionary (.dict) for the reference 
genome. 

CollectInsertSizeMetrics Estimate insert size mean and standard deviation and plot 
an insert size distribution. 

CalculateHsMetrics Assess performance of targeted enrichment reads. 

MarkDuplicates 
Remove or mark duplicate reads, and detail the number of 
paired, unpaired, and optical duplicates. 

CollectAlignmentSummaryMetrics Report mapping metrics for a BAM file. 

SAMtools (0.1.18) 

sort Sort a BAM file. 

faidx Generate a FASTA index of the reference genome. 

view View or extract header or read data. 

mpileup Call variants on a BAM file. 

BCFtoolsview Convert between VCF and BCF formats. 

vcfutilsvarFilter Filter raw variants. 

seqtk (1.0-r31) sample Randomly subsample FASTQ file(s). 

TopHat (2.0.10) tophat Align RNA-seq reads to the genome using Bowtie, and 
discover splice sites. 

Trimmomatic (0.30) trimmomatic Trim raw reads for quality and adapter sequences 

Table 1: Third-party data analysis and formatting tools used in this technical note. The examples described in this document 
were tested using the software versions listed in parentheses. See links in References for installation instructions and 
explanations of command options. These tools were tested on a Redhat Linux system. 
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Index a Reference Genome 

Index the FASTA formatted genome sequence with chromosomes in ‘karyotypic’ sort order, i.e. chr1, chr2, ..., chr10, 

chr11, ..., chrX, chrY, chrM, chr1_random, etc. In these examples, reference genome files are referred to as ‘ref.fa’, 

which should be replaced by the actual file name (e.g. ‘hg19.fa’). The ref.fa and ref_annotation.gtf files can be 

downloaded from either the UCSC or Ensembl genome browser. 

PackageTool(s) Used Bowtie 2bowtie2-build 
SAMtoolsfaidx 
PicardCreateSequenceDictionary 

Input(s) ref.fa 

Output(s) ref.fa {indexed} 
    ref.fa  =  unmodified reference genome 
    ref.1.bt2, ref.2.bt2, ref.3.bt2, ref.4.bt2, ref.rev.1.bt2, and ref.rev.2.bt2  =  reference 
genome index files 
    ref.fa.fai  =  FASTA index 
    ref.dict  =  reference sequence dictionary 

Generate Reference Genome Index 
/path/to/bowtie2/bowtie2-build /path/to/ref.fa ref 

Generate FASTA Index 
/path/to/samtools faidx /path/to/ref.fa 

Generate Sequence Dictionary 
java -Xmx4g -Xms4g -jar /path/to/Picard/CreateSequenceDictionary.jar 
REFERENCE=/path/to/ref.fa OUTPUT=ref.dict 

Genomic indexing is required only once per genome version. The genomic index files that are created can then be 

used for all subsequent mapping jobs against that genome assembly version. The requirement for use of an indexed 

reference genome in a subsequent step is designated by ‘ref.fa {indexed}’ in the Input(s) section. An indexed 

reference genome consists of the genome FASTA file and all index files present in the same directory. If using ERCC 

RNA spike-in controls, see ERCC RNA Spike-In Controls for additional considerations on creating an indexed 

reference genome. 

Decompress a FASTQ File 

If the FASTQ files have been compressed (with a .gz extension), some tools require them to be decompressed before use. 

PackageTool(s) Used gunzip 

Input(s) SAMPLE_R1.fastq.gz 
SAMPLE_R2.fastq.gz 

Output(s) SAMPLE_R1.fastq 
SAMPLE_R2.fastq 

gunzip –c SAMPLE_R1.fastq.gz > SAMPLE_R1.fastq 
 
gunzip –c SAMPLE_R2.fastq.gz > SAMPLE_R2.fastq 
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Select a Subsample of Reads from a FASTQ File 

Random subsampling is useful for normalizing the number of reads per set when performing comparisons. Depending 

on the goal of the experiment, reads can be sampled before adapter trimming and quality filtering (see below) or after, 

sampling only from high quality reads of a minimum length. With paired end reads, it is important that the two files 

use the same values for the seed (-s) and number of reads. The seqtk application will sample from gzipped FASTQ 

files, but will write the sampled reads to uncompressed FASTQ files. 

PackageTool(s) Used seqtksample 

Input(s) SAMPLE_R1.fastq 
SAMPLE_R2.fastq 

Output(s) SAMPLE_subset_R1.fastq 
SAMPLE_subset_R2.fastq 

/path/to/seqtk sample -s 10000 SAMPLE_R1.fastq 10000000 > SAMPLE_subset_R1.fastq 
 
/path/to/seqtk sample -s 10000 SAMPLE_R2.fastq 10000000 > SAMPLE_subset_R2.fastq 

The commands above will randomly subsample 10 million read pairs from the paired end FASTQ files. Supplying 

the same random seed value (-s) ensures that the FASTQ records will remain in synchronized sort order and can be 

used for mapping, etc. Note that seqtk requires an amount of RAM proportional to the number of reads being 

subsampled. As you increase the size of the subsampled read set, more RAM is needed. 

Examine Sequence Read Quality 

Before spending time evaluating mapping statistics, use fastqc to run a series of tests on raw reads and generate a 

per-base sequence quality plot and report. The fastqc tool can work on both compressed and uncompressed 

FASTQ files. 

PackageTool(s) Used FastQCfastqc 

Input(s) SAMPLE_R1.fastq 
SAMPLE_R2.fastq 

Output(s) SAMPLE_R1_fastqc.zip 
SAMPLE_R2_fastqc.zip 

/path/to/fastqc --nogroup SAMPLE_R1.fastq SAMPLE_R2.fastq 

A .zip file and decompressed directory are created for each SAMPLE input file. They contain an HTML report 

named fastqc_report.html that is viewable in an internet browser. The authors of FastQC have posted the following 

examples of the QC report for a good and a bad sequencing run. 

http://www.bioinformatics.babraham.ac.uk/projects/fastqc/good_sequence_short_fastqc.html 

http://www.bioinformatics.babraham.ac.uk/projects/fastqc/bad_sequence_fastqc.html 

http://www.bioinformatics.babraham.ac.uk/projects/fastqc/good_sequence_short_fastqc.html
http://www.bioinformatics.babraham.ac.uk/projects/fastqc/bad_sequence_fastqc.html
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Trim and Filter Reads on Quality and Adapter 

Before mapping, it is advisable to trim off any sequencing adapters found on the reads, and to filter or trim the reads 

for sequence quality. The Trimmomatic application can do both of those steps. The ‘adapters.fa’ file is a FASTA file 

containing sequencing adapters (see the Trimmomatic download ‘adapters’ subdirectory for examples). If necessary, 

follow the steps described in Decompress a FASTQ File and Examine Sequence Read Quality before using the steps 

described below. 

PackageTool(s) Used Trimmomatictrimmomatic 

Input(s) SAMPLE_R1.fastq 
SAMPLE_R2.fastq 

Output(s) SAMPLE_R1_trimmed.fq 
SAMPLE_R1_unpaired.fq 
SAMPLE_R2_trimmed.fq 
SAMPLE_R2_unpaired.fq 

java –Xms4g –Xmx4g -jar /path/to/trimmomatic.jar PE -threads NumProcessors -phred33 
SAMPLE_R1.fastq SAMPLE_R2.fastq SAMPLE_R1_trimmed.fq SAMPLE_R1_unpaired.fq 
SAMPLE_R2_trimmed.fq SAMPLE_R2_unpaired.fq ILLUMINACLIP:/path/to/adapters.fa:2:30:10 
LEADING:20 TRAILING:20 SLIDINGWINDOW:5:20 MINLEN:50 

The Trimmomatic application will produce four files. The SAMPLE_R1_trimmed.fq and SAMPLE_R2_trimmed.fq 

contain the reads that are still paired after adapter trimming and quality filtering. The SAMPLE_R1_unpaired.fq and 

SAMPLE_R2_unpaired.fq contain singleton reads, where the other mate of the pair was discarded because of poor 

quality or because the remaining read was shorter than the minimum length of 50 bp. The unpaired reads do not 

have to be discarded but for most alignment applications they will have to be mapped separately from the paired 

reads, which can complicate downstream steps in a workflow. If the workflow includes a filtering step to include 

only mapped reads which are paired, then there is no point in mapping the singleton reads from Trimmomatic. 

The parameters shown above are best used with 2 x 100 bp reads. If you want to increase the percentage of passing 

reads, adjust the Trimmomatic parameters especially MINLEN, which is the required minimum length after 

trimming. 
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Map Reads to Reference Genome 

If necessary, follow the steps described in Index a Reference and Trim and Filter Reads on Quality and Adapter before 

using the steps described below. Alignment of sequencing reads to a reference genome is a core step in the analysis 

workflows for high-throughput sequencing assays. One of the most popular, and to date, most efficient aligners is 

Bowtie, which uses an extremely economical data structure called the FM index to store the reference genome 

sequence and allows it to be searched rapidly. However, Bowtie does not allow alignments between a read and the 

genome to contain large gaps; hence, it cannot align reads that span introns. TopHat, however, can address this 

limitation. It uses Bowtie as an alignment ‘engine’ and breaks up reads that Bowtie cannot align on its own into 

smaller pieces, which will align to the genome when processed independently. TopHat is an efficient program that 

aligns RNA-Seq reads to a genome in order to identify exon-exon splice junctions. 

PackageTool(s) Used TopHattophat 

Input(s) ref.fa {indexed} 
ref_annotation.gtf 
SAMPLE_R1_trimmed.fq 
SAMPLE_R2_trimmed.fq 

Output(s) accepted_hits.bam 
unmapped.bam 

Map Reads 
/path/to/tophat –G /path/to/ref_annotation.gtf --transcriptome-index 
/path/to/ref_transcriptome --no-novel-juncs -–keep-fasta-order ref.fa 
SAMPLE_R1_trimmed.fq SAMPLE_R2_trimmed.fq 

The --no-novel-juncs option only looks for reads across junctions indicated in the supplied GFF or junctions 

file. You may also remove this option to quantify and analyze the data with gene and transcript discovery for the 

following steps (see Assemble Transcripts, Estimate Expression Level and Differential Expression). The --keep-
fasta-order option is used to sort alignments in the same order as the genome FASTA file, in which the 

chromosomes are in ‘karyotypic’ sort order, i.e. chr1, chr2, ..., chr10, chr11, … chrX, chrY, chrM, chr1_random, etc. 

Only with this order can the alignments be used by other tools, such as GATK. 
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Assemble Transcripts, Estimate Expression Level and Differential Expression 

If necessary, follow the steps described in Map Reads to Reference Genome before using the steps described below. 

Cufflinks is a program that assembles aligned RNA-seq reads into transcripts, estimates their abundances, and tests 

for differential expression and regulation transcriptome-wide. Cufflinks can be used to quantify the abundance of 

known transcripts by supplying a reference annotation file. It can also be used to discover new genes, transcripts, or 

exons, by omitting the --no-novel-juncs option when running tophat. It reports a parsimonious 

transcriptome assembly of the data, by reporting as few full-length transcript fragments (transfrags) as are needed to 

’explain‘ all the splicing event outcomes in the input data. RNA-seq fragment counts can be used as a measure of 

relative abundance of transcripts if properly normalized. Cufflinks measures transcript abundances in Fragments per 

Kilobase of exon per Million fragments mapped (FPKM). The ref.fa and ref_annotation.gtf files can be downloaded 

from either the UCSC or Ensembl genome browser. 

Discover Genes and Transcripts 

Cufflinks can be used to help annotate a new genome or find new genes and splice isoforms of known genes in even 

well-annotated genomes. In this case, omit the --no-novel-juncs option from the tophat step in Map Reads 

to Reference Genome before using the steps described below. 

PackageTool(s) Used Cufflinkscufflinks 
Cufflinkscuffmerge 
Cufflinkscuffdiff 

Input(s) ref.fa  
ref_annotation.gtf 
accepted_hits.bam 

Output(s) transcripts.gtf 
genes.fpkm_tracking 
isoforms.fpkm_tracking  
merged.gtf 
*.diff (* represents cds, gene, isoform, promoters, splicing, tss_group) 
*.count_tracking 
*.fpkm_tracking 
*.read_group_tracking 

<1> Assemble Transcripts and Quantify Abundance for Each Sample 
/path/to/cufflinks –no-effective-length-correction –G /path/to/ref_annotation.gtf –o 
/path/to/sample_1 /path/to/accepted_hits.bam 

<2> Create a File Called assemblies.txt that Lists the Assembly File for Each Sample 
/path/to/sample_1/transcripts.gtf 
/path/to/sample_2/transcripts.gtf 
/path/to/sample_3/transcripts.gtf 
/path/to/sample_4/transcripts.gtf 

<3> Create a Single Merged Transcriptome Annotation 
/path/to/cuffmerge –s ref.fa –g ref_annotation.gtf assemblies.txt 

<4> Identify Differentially Expressed Genes and Transcripts 
/path/to/cuffdiff –b ref.fa –u –L sample1,sample2 /path/to/merged_asm/merged.gtf 
/path/to/sample_1/accepted_hits.bam /path/to/sample_2/accepted_hits.bam 
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In the ‘Assemble Transcripts and Quantify Abundance for Each Sample’ step, the no-effective-length-

correction option will not employ its ‘effective’ length normalization to transcript FPKM. 

In the ‘Identify Differentially Expressed Genes and Transcripts’ step, the –b option runs a bias detection and 

correction algorithm which can significantly improve accuracy of transcript abundance estimates. The –u option 

tells cufflinks to perform an initial estimation procedure to more accurately weight reads mapping to multiple 

locations in the genome. The –L option specifies a label for each sample. 

Quantify Genes and Transcripts 

For the purpose of quantification only without gene and novel transcript discovery, supply the --no-novel-
juncs option to the tophat step in Map Reads to Reference Genome before performing the following analysis 

without gene and transcript discovery. 

PackageTool(s) Used Cufflinkscuffdiff 

Input(s) ref.fa 
ref_annotation.gtf 
accepted_hits.bam 

Output(s) *.diff (* represents cds, gene, isoform, promoters, splicing, tss_group) 
*.count_tracking 
*.fpkm_tracking 
*.read_group_tracking 

Quantify Abundance and Identify Differential Expression for Genes and Transcripts 
/path/to/cuffdiff –b ref.fa –u –L sample1,sample2 /path/to/ref_annotation.gtf 
/path/to/sample_1/accepted_hits.bam /path/to/sample_2/accepted_hits.bam 

Additional analysis to explore differential analysis results is not covered in this document. Some downstream tools, 

such as CummeRbund, can help manage, visualize and integrate all of the data produced by a cuffdiff analysis. 
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Sort, Remove Duplicates, and Index 

If necessary, follow the steps described in Map Reads to Reference Genome before using the steps described below. 

PackageTool(s) Used SAMtoolssort 
PicardMarkDuplicates 

Input(s) accepted_hits.bam 

Output(s) SAMPLE_rmdups.bam {indexed} 
    SAMPLE_rmdups.bam=  sorted and duplicate-removed BAM file 
    SAMPLE_rmdups.bai  =  BAM index file 
SAMPLE_picard_markduplicates_metrics.txt 

<1> Sort BAM File 
/path/to/samtools sort -@ 8 accepted_hits.bam SAMPLE_sorted 

<2> Mark Duplicates 

java –Xmx4g –Xms4g -jar /path/to/Picard/MarkDuplicates.jar 
VALIDATION_STRINGENCY=LENIENT INPUT=SAMPLE_sorted.bam OUTPUT=SAMPLE_rmdups.bam 
METRICS_FILE=SAMPLE_picard_markduplicates_metrics.txt REMOVE_DUPLICATES=true 
ASSUME_SORTED=true INDEX=true 

The option –@ specifies the number of sorting threads. In the ‘Sort BAM File’ step, do not add the ‘.bam’ file 

extension to the output file name in the command line, because this extension is automatically added by the 

software. 

In the ’Mark Duplicates’ step, REMOVE_DUPLICATES=false may also be used. This will retain reads marked as 

duplicates and just mark them as duplicates. It will result in larger files downstream, but may be beneficial if you 

want to examine downstream results with and without duplicates removed. View the file 

‘SAMPLE_picard_markduplicates_metrics.txt’ for counts of paired, unpaired, and duplicate reads. See 

http://broadinstitute.github.io/picard/picard-metric-definitions.html for a description of the output metrics. Note that 

‘optical duplicates’ are also reported, based on sequence similarity and sequencing cluster distance. Optical 

duplicates are not separately counted in the total duplicate rate but are a subset of the paired and unpaired 

duplicates. A number of tools that operate on BAM files require that the BAM file be indexed for faster or more 

efficient calculations. The Picard MarkDuplicates tool will generate an index automatically when the parameter 

INDEX=true is included on the command line. 

http://broadinstitute.github.io/picard/picard-metric-definitions.html
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Basic Mapping Metrics (Picard) 

Basic mapping metrics can be calculated using Picard, from SAMPLE_rmdups.bam and ref.fa {indexed} files. If 

necessary, follow the steps described in Index a Reference Genome and Sort, Remove Duplicates, and Index before 

using the step described below. 

PackageTool(s) Used PicardCollectAlignmentSummaryMetrics 

Input(s) ref.fa {indexed} 
SAMPLE_rmdups.bam 

Output(s) SAMPLE_picard_alignment_metrics.txt 

java -Xmx4g -Xms4g -jar /path/to/Picard/CollectAlignmentSummaryMetrics.jar 
METRIC_ACCUMULATION_LEVEL=ALL_READS INPUT=SAMPLE_rmdups.bam 
OUTPUT=SAMPLE_picard_alignment_metrics.txt REFERENCE_SEQUENCE=/path/to/ref.fa 
VALIDATION_STRINGENCY=LENIENT 

Note: It is important to use VALIDATION_STRINGENCY=LENIENT. Not all tools that operate on BAM files 

produce output files that are completely compliant with the BAM specification, and unless this parameter is used, 

the various Picard tools will halt as soon as they find a single non-compliant record. See 

http://broadinstitute.github.io/picard/picard-metric-definitions.html for a description of the output metrics. 

Estimate Insert Size Distribution 

The cDNA that goes into sequence capture is generated by random fragmentation. It is normal to observe a range of 

fragment sizes but if skewed too large or too small, the on-target rate and/or percent of bases covered with at least 

one read can be adversely affected. If necessary, follow the steps described in Sort, Remove Duplicates, and Index 

before using the step described below. 

PackageTool(s) Used PicardCollectInsertSizeMetrics 

Input(s) SAMPLE_rmdups.bam 

Output(s) SAMPLE_picard_insert_size_metrics.txt  
SAMPLE_picard_insert_size_plot.pdf 

java -Xmx4g -jar /path/to/Picard/CollectInsertSizeMetrics.jar 
VALIDATION_STRINGENCY=LENIENT HISTOGRAM_FILE=SAMPLE_picard_insert_size_plot.pdf 
INPUT=SAMPLE_rmdups.bam OUTPUT=SAMPLE_picard_insert_size_metrics.txt 

See http://broadinstitute.github.io/picard/picard-metric-definitions.html for a description of output metrics included 

in SAMPLE_picard_insert_size_metrics.txt, which can also be used to plot the insert size distributions across 

samples. A PDF plot is also created and placed in SAMPLE_picard_insert_size_plot.pdf. 

http://broadinstitute.github.io/picard/picard-metric-definitions.html
http://broadinstitute.github.io/picard/picard-metric-definitions.html
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Determine Sum Total Size of Regions in a BED File 

The chromosome_sizes.txt file should be in the format:  ChrName<tab>ChrSize, e.g. ‘chr1 249250621’ and have an 

entry for each chromosome present in the input BED file. 

PackageTool(s) Used BEDtoolsgenomecov 
grep 
cut 

Input(s) chromosome_sizes.txt 
DESIGN_capture_targets.bed (example shown below)  or  DESIGN_primary_targets.bed 

Output(s) {size} 

/path/to/bedtools genomecov -i DESIGN_capture_targets.bed -g chromosome_sizes.txt 
-max 1 | grep -P "genome\t1" | cut -f 3 

Alternatively, a single gawk command can be used: 
cat DESIGN.bed | gawk -F'\t' 'BEGIN{SUM=0}{SUM+=$3-$2}END{print SUM}' 

Count On-Target Reads 

The number of on-target reads (i.e. the number of mapped reads overlapping a set of target regions by at least one 

base) can be determined using BEDtools intersect on any of the BAM files created above. If necessary, follow 

the steps described in Sort, Remove Duplicates, and Index before using the steps described below. 

PackageTool(s) Used BEDtoolsintersect 
wc 

Input(s) SAMPLE_rmdups.bam  
DESIGN_primary_targets.bed  or  DESIGN_capture_targets.bed 

Output(s) {count} 

/path/to/bedtools intersect -bed –u -abam SAMPLE_rmdups.bam  -b 
DESIGN_primary_targets.bed | wc -l 
 
or 
 
/path/to/bedtools intersect -bed –u -abam SAMPLE_rmdups.bam  -b 
DESIGN_capture_targets.bed | wc -l 
 

The option –u only reports the fact at least one overlap was found, which avoids duplicate counts for the same 

overlap. The command will output the number of on-target reads, counting as on-target any read that overlaps the 

target by at least one base. The output may be redirected to a file to save for later calculations. Divide this number of 

on-target reads by the total number of mapped, non-duplicate reads to get the percentage of on-target reads (‘on-

target rate’). See Basic Mapping Metrics (Picard) for reporting of the total number of mapped, non-duplicate reads. 
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Calculate Depth of Coverage 

For genomic sequencing data analysis, the depth of coverage over the primary or capture target regions can be 

determined using the DepthofCoverage command from GATK. However, the current version of GATK (3.2) is still 

not recommended for RNA-seq data analysis because of potentially improper handling of the ‘N’ cigar string for 

spliced reads. Instead, BEDtools provides the –split option allowing for overlaps with spliced alignments when 

dealing with RNA-seq reads. If necessary, follow the steps described in Sort, Remove Duplicates, and Index before 

using the step described below.  

PackageTool(s) Used BEDtoolscoverage 
gawk 
sort 

Input(s) SAMPLE_rmdups.bam  
DESIGN_primary_targets.bed (example shown below)  or  DESIGN_capture_targets.bed 

Output(s) {mean target coverage} 
{median target coverage} 
{percent of bases ≥ 1X, 10X, 20X coverage} 

Mean Target Coverage 

/path/to/bedtools coverage –d –abam SAMPLE_rmdups.bam -b DESIGN_primary_targets.bed -
split | gawk '{ sum += $6 } END { print sum/NR }' 

Median Target Coverage 

/path/to/bedtools coverage –d –abam SAMPLE_rmdups.bam -b DESIGN_primary_targets.bed –
split | sort –k6 -n | gawk '{ a[i++]=$6; } END { print a[int(i/2)]; }' 

Number of Bases ≥ 1X, 10X, 20X Coverage 
/path/to/bedtools coverage –d –abam SAMPLE_rmdups.bam -b DESIGN_primary_targets.bed –
split | gawk '$6>=1' | wc –l 
 
/path/to/bedtools coverage –d –abam SAMPLE_rmdups.bam -b DESIGN_primary_targets.bed –
split | gawk '$6>=10' | wc –l 
 

/path/to/bedtools coverage –d –abam SAMPLE_rmdups.bam -b DESIGN_primary_targets.bed –
split | gawk '$6>=20' | wc –l 

Percent of Bases ≥ 1X, 10X, 20X Coverage 
Percent of Bases ≥ 1X Coverage = Number of Bases ≥ 1X Coverage / size of primary 
target 
 
Percent of Bases ≥ 10X Coverage = Number of Bases ≥ 10X Coverage / size of primary 
target 
 
Percent of Bases ≥ 20X Coverage = Number of Bases ≥ 20X Coverage / size of primary 
target 
(See Determine Sum Total Size of Regions in a BED File for calculating size of primary target) 

This calculation reports the mean and median depth of coverage over the given regions of interest, as well as the 

percent of bases in the given regions covered at or above a given depth. Multiple depth thresholds can be evaluated by 

specifying multiple values, such as in the examples of ‘1X, 10X, 20X’. 
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Create Picard Interval Lists 

A Picard interval list is a genomic interval description file that contains a SAM-like header describing the reference 

genome and a set of coordinates with strand and name for each interval. The ‘target intervals’ are equivalent to the 

NimbleGen primary target BED file, and the ‘bait’ intervals are equivalent to the NimbleGen capture target BED file. The 

Picard interval files are required by the Picard CalculateHsMetrics utility. 

Note: Some NimbleGen catalog designs only contain a single bed file of coverage targets. For those designs, the same 

BED file can be used for both primary targets and capture targets below. 

If necessary, follow the steps described in Sort, Remove Duplicates, and Index before using the steps described below. 

Create a Picard Target Interval List 

Use the SAMtools view command to extract the header from a SAMPLE_rmdups.bam file, use the Linux gawk 

command to extract and format the interval list body from a DESIGN_primary_targets.bed file, and finally use the 

cat command to concatenate the two pieces together into a properly-formatted interval list. 

PackageTool(s) Used SAMtoolsview 
cat 
gawk 

Input(s) SAMPLE_rmdups.bam 
DESIGN_primary_targets.bed 

Output(s) DESIGN_target_intervals.txt 

<1> Create a Picard Interval List Header 
/path/to/samtools view –H SAMPLE_rmdups.bam > SAMPLE_bam_header.txt 

<2> Create a Picard Target Interval List Body 
cat DESIGN_primary_targets.bed | 
gawk '{print $1 "\t" $2+1 "\t" $3 "\t+\tinterval_" NR}' > DESIGN_target_body.txt 

<3> Concatenate to Create a Picard Target Interval List 
cat SAMPLE_bam_header.txt DESIGN_target_body.txt > DESIGN_target_intervals.txt 

The DESIGN_target_intervals.txt file is used by the Picard CalculateHsMetrics command. 
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Create a Picard Bait Interval List 

Use the SAMtools view command to extract the header from a SAMPLE_rmdups.bam file, use the Linux gawk 

command to extract and format the interval list body from a DESIGN_capture_targets.bed, and finally use the cat 

command to concatenate the two pieces together into a properly-formatted interval list. 

PackageTool(s) Used SAMtoolsview 
cat 
gawk 

Input(s) SAMPLE_rmdups.bam 
DESIGN_capture_targets.bed 

Output(s) DESIGN_bait_intervals.txt 

<1> Create a Picard Interval List Header 
/path/to/samtools view –H SAMPLE_rmdups.bam > SAMPLE_bam_header.txt 

<2> Create a Picard Bait Interval List Body 
cat DESIGN_capture_targets.bed | 
gawk '{print $1 "\t" $2+1 "\t" $3 "\t+\tinterval_" NR}' > DESIGN_bait_body.txt 

<3> Concatenate to Create a Picard Bait Interval List 
cat SAMPLE_bam_header.txt DESIGN_bait_body.txt > DESIGN_bait_intervals.txt 

The DESIGN_bait_intervals.txt file is used by the Picard CalculateHsMetrics command. 

Hybrid Selection (HS) Analysis Metrics 

The CalculateHsMetrics command calculates a number of metrics assessing the quality of targeted enrichment 

reads. If necessary, follow the steps described in Index a Reference , Sort, Remove Duplicates, and Index, and Create 

Picard Interval Lists before using the step described below. 

PackageTool(s) Used PicardCalculateHsMetrics 

Input(s) ref.fa {indexed} 
SAMPLE_rmdups.bam {indexed} 
DESIGN_target_intervals.txt 
DESIGN_bait_intervals.txt 

Output(s) SAMPLE_picard_hs_metrics.txt 

java -Xmx4g -Xms4g -jar /path/to/Picard/CalculateHsMetrics.jar 
BAIT_INTERVALS=DESIGN_bait_intervals.txt 
TARGET_INTERVALS=DESIGN_target_intervals.txt  INPUT=SAMPLE_rmdups.bam 
OUTPUT=SAMPLE_picard_hs_metrics.txt METRIC_ACCUMULATION_LEVEL=ALL_READS 
REFERENCE_SEQUENCE=/path/to/ref.fa VALIDATION_STRINGENCY=LENIENT TMP_DIR=. 

Supplying only one of the Picard interval files to Picard CalculateHsMetrics can change the outcome, 

depending on differences between the primary and capture target (bait) regions. Some Roche NimbleGen catalog 

designs are supplied with only one BED file. In that case, generate a single Picard Interval List from the supplied 

BED file and use as both bait and target intervals. See http://broadinstitute.github.io/picard/picard-metric-

definitions.html for a description of output metrics. 

http://broadinstitute.github.io/picard/picard-metric-definitions.html
http://broadinstitute.github.io/picard/picard-metric-definitions.html
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Call and Filter Genomic Variants 

Use the SAMtools mpileup command to call variants (SNPs and small indels), and use the varFilter command 

to filter the variants by read depth. If necessary, follow the steps described in Index a Reference  and Sort, Remove 

Duplicates, and Index before using the steps described below. 

PackageTool(s) Used SAMtoolsmpileup 
SAMtoolsBCFtoolsview 
SAMtoolsvcfutilsvarFilter 

Input(s) ref.fa {indexed} 
SAMPLE_rmdups.bam {indexed} 
DESIGN_primary_targets.bed  or  DESIGN_capture_targets.bed 

Output(s) SAMPLE_vcfutils_var.flt.vcf 

Call Genomic Variants 
/path/to/samtools mpileup -Buf /path/to/ref.fa SAMPLE_rmdups.bam –l 
DESIGN_primary_targets.bed | /path/to/bcftools view -bvcg - > 
SAMPLE_samtools_var.raw.bcf 

Filter Raw Variants 
/path/to/bcftools view SAMPLE_samtools_var.raw.bcf | /path/to/vcfutils.pl varFilter 
-d 10 -D 10000 –Q 30 > SAMPLE_vcfutils_var.flt.vcf 

The option –l only calls SNPs in the given list of positions (chr pos) or regions (BED). The varFilter command 

has two options that control the minimum (-d) and maximum (-D) read depth, with values in this example of ‘10’ 

and ‘10000’, respectively. As you increase the minimum read depth you will start to lose true variant calls with low 

coverage, but variants with a depth of fewer than five reads are generally unreliable due to sequencing error. The 

option –Q is the minimum base quality for a base to be considered, with values in this example of ‘30’. 

Additional downstream variant analysis is not covered in this document but may consist of comparison against 

known variants for a sample, comparison of SNP calls against dbSNP, variant classification and variant effect 

analysis. 
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Compare to Known SNPs 

Use GATK GenotypeConcordance to compare variant calls to known variants for the sample. If necessary, 

follow the steps described in Index a Reference  and Call and Filter Genomic Variants before using the steps described 

below. Obtain the ‘gold_standard.vcf from ?? 

PackageTool(s) Used GATKGenotypeConcordance 

Input(s) ref.fa {indexed} 
SAMPLE_vcfutils_var.flt.vcf 
gold_standard.vcf 
DESIGN_primary_targets.bed 

Output(s) SAMPLE_genotype_concordance.txt 

java -Xmx4g -jar /path/to/GATKFramework/GenomeAnalysisTK.jar -T GenotypeConcordance 
–R /path/to/ref.fa -o SAMPLE_genotype_concordance.txt –eval:SAMPLE 
SAMPLE_vcfutils_var.flt.vcf –comp:GOLD_STD gold_standard.vcf -moltenize -L 
DESIGN_primary_targets.bed 

The option –eval specifies an experimental variant call set (callset) to be evaluated, while the –comp callset is a 

previously existing set of sample-specific known variants used as a gold standard for comparison. The gold standard 

VCF file should consist of high confidence known variants for the sample being examined. It’s important to note 

that some sources for known variants are more trustworthy than others. The best gold standard will be built using 

two or more sources and if possible, two or more technology platforms. This reduces source- and platform-specific 

systematic errors in your gold standard variant list. The option –moltenize outputs tables in the ’moltenized‘ 

tab-delimited format, including counts of EVAL versus COMP genotype states. The option –L restricts comparison 

of the two callsets to the given list of regions (BED). 

The output of GenotypeConcordance consists of five tables: GenotypeConcordance_CompProportions, 

GenotypeConcordance_Counts, GenotypeConcordance_EvalProportions, GenotypeConcordance_Summary, and 

SiteConcordance_Summary. Here we use only the output from the GenotypeConcordance_Counts table. See the 

GATK GenotypeConcordance documentation (http://www.broadinstitute.org/gatk/index.php) for details on all 

tables. 

Output format and terms used in GenotypeConcordance_Counts table 

The GenotypeConcordance_Counts table shows genotype counts for specified allele type categories. Following are 

descriptions of abbreviated terms used in this table. See Table 2 for an example of the GenotypeConcordance_Counts 

table. 

NO_CALL: reported genotype in VCF is ‘./.’, indicating not enough data to make a call 

HET: heterozygous 

HOM_REF: homozygous reference 

HOM_VAR: homozygous variant 

UNAVAILABLE: variant is not called in this callset 

MIXED: call made on one chromosome (in a diploid situation) but not the other, appears as ’./1‘ in VCF 
 

http://www.broadinstitute.org/gatk/index.php
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Sample Name EVAL COMP Genotype Count 

NA12878 HET HET 224 

NA12878 HET HOM_REF 0 

NA12878 HET HOM_VAR 0 

NA12878 HET MIXED 0 

NA12878 HET NO_CALL 0 

NA12878 HET UNAVAILABLE 398 

NA12878 HOM_REF HET 0 

NA12878 HOM_REF HOM_REF 0 

NA12878 HOM_REF HOM_VAR 0 

NA12878 HOM_REF MIXED 0 

NA12878 HOM_REF NO_CALL 0 

NA12878 HOM_REF UNAVAILABLE 0 

NA12878 HOM_VAR HET 2 

NA12878 HOM_VAR HOM_REF 0 

NA12878 HOM_VAR HOM_VAR 137 

NA12878 HOM_VAR MIXED 0 

NA12878 HOM_VAR NO_CALL 0 

NA12878 HOM_VAR UNAVAILABLE 171 

NA12878 MIXED HET 0 

NA12878 MIXED HOM_REF 0 

NA12878 MIXED HOM_VAR 0 

NA12878 MIXED MIXED 0 

NA12878 MIXED NO_CALL 0 

NA12878 MIXED UNAVAILABLE 0 

NA12878 Mismatching_Alleles Mismatching_Alleles 0 

NA12878 NO_CALL HET 0 

NA12878 NO_CALL HOM_REF 0 

NA12878 NO_CALL HOM_VAR 0 

NA12878 NO_CALL MIXED 0 

NA12878 NO_CALL NO_CALL 0 

NA12878 NO_CALL UNAVAILABLE 0 

NA12878 UNAVAILABLE HET 17 

NA12878 UNAVAILABLE HOM_REF 14 

NA12878 UNAVAILABLE HOM_VAR 3 

NA12878 UNAVAILABLE MIXED 0 

NA12878 UNAVAILABLE NO_CALL 0 

NA12878 UNAVAILABLE UNAVAILABLE 0 

Table 2: Example of the moltenized GenotypeConcordance_Counts output table. The header row was added here to aid with 
explanation. 



 

Technical Note: How To… 

Evaluate NimbleGen SeqCap RNA Target Enrichment Data 20 

Formulas to Calculate Sensitivity and Specificity of SNP Calls 

Below are formulas to calculate true positive calls, true negative calls, false positive calls, false negative calls, 

misclassified calls, sensitivity of detection, and specificity of classification based on the data provided in the 

GenotypeConcordance_Counts output table. Counts in the table are provided for each EVAL to COMP comparison 

(EVAL/COMP). For example, HET/HOM_REF refers to HET under the EVAL column and HOM_REF under the 

COMP column in the output table. 

True Positive (TP):  HET/HET, HOM_VAR/HOM_VAR 

True Negative (TN):  HOM_REF/HOM_REF 

False Positive (FP):  HET/HOM_REF, HOM_VAR/HOM_REF 

False Negative (FN): HOM_REF/HET, HOM_REF/HOM_VAR, NO_CALL/HET, NO_CALL/HOM_VAR ,  
 UNAVAILABLE/HET, UNAVAILABLE/HOM_VAR 

Misclassified (MC): HET/HOM_VAR, HOM_VAR/HET 

Sensitivity of Detection = 
Het_TP + Hom_TP 

Het_TP + Hom_TP + FN 
 

Sensitivity of Classification = 
Het_TP + Hom_TP 

Het_TP + Hom_TP + MC 

 

ERCC RNA Spike-In Controls 

The Ambion® ERCC RNA Spike-In Control Mixes (Catalog Number: 4456740) provide a set of characterized 

external RNA controls (92 polyadenylated transcripts) that enable performance assessment of dynamic range, lower 

limit of detection, and fold-change response. 

The SeqCap lncRNA design includes 83 ERCC transcripts as targets, but intentionally exclude 9 ERCC transcripts. 

SeqCap RNA Choice, SeqCap RNA Choice XL and SeqCap Developer designs include a subset of ERCC transcripts 

as targets by default. These excluded transcripts have the same concentration (attomoles/µl) as some targeted ERCC 

transcripts to enable comparison of targeted and non-targeted transcripts in SeqCap RNA experiments. To analyze 

RNA samples containing an ERCC spike-in, the ERCC sequences need to be added into the reference genome using 

DNA base names (‘T’ instead of ‘U’). This reference genome should be in karyotype sort order with ERCC sequences 

at the end, i.e. chr1, chr2, ..., chr10, chr11, ..., chrX, chrY, chrM, ERCC_00002, ERCC_00003, etc. See Index a 

Reference Genome for details on genomic indexing, which is required only once per genome version. The ERCC 

transcript annotation information also needs to be added into the reference annotation GTF file, so that the splice-

aware aligners, such as TopHat, can use it for mapping and the Cufflinks package can use it to quantify transcript 

expression. See Map Reads to Reference Genome and Assemble Transcripts, Estimate Expression Level and Differential 

Expression for details. 

By performing the analysis workflow with the indexed ERCC inclusive reference genome, the FPKM of each targeted 

and non-targeted ERCC RNA will be reported by Cufflinks. The expression patterns for these ERCC transcripts can 

then be plotted against their respective concentration. The average fold change of FPKM for targeted and non-

targeted ERCC RNAs with the same concentration can also be calculated. 
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3. REFERENCES 

Roche NimbleGen is not responsible for the maintenance or content of the following third-party websites. 
 

 BEDtools: https://github.com/arq5x/bedtools2/ 

 Bowtie 2: http://bowtie-bio.sourceforge.net/bowtie2/index.shtml 

 Cufflinks: http://cufflinks.cbcb.umd.edu 

 FastQC: http://www.bioinformatics.babraham.ac.uk/projects/fastqc/ 

 GATK: http://www.broadinstitute.org/gatk/ 

 IGV: http://www.broadinstitute.org/igv/ 

 Picard: http://broadinstitute.github.io/picard/ 

 SAMtools (including BCFtools and VCFutils): http://samtools.sourceforge.net/ 

 seqtk: https://github.com/lh3/seqtk 

 TopHat: http://ccb.jhu.edu/software/tophat/index.shtml 

 Trimmomatic: http://www.usadellab.org/cms/?page=trimmomatic 
 

 

4. GLOSSARY 

BAI file – BAM index file. For tools that require an indexed BAM file, the BAI file must be present in the same 

location as the BAM file. 

Bait interval (Picard) – See Capture target. 

BAM file – Compressed form of the SAM file format. 

BCF file – Compressed form of the VCF file format. 

BED file – File format for describing genomic regions/intervals. BED file start coordinates are 0-based. 

Capture target – as defined by Roche NimbleGen, these are the regions covered directly by one or more probes (the 

probe footprint). These are equivalent to the Bait intervals referred to by Picard. 

FASTA file – A standard file format for describing nucleic acid sequences. 

FASTQ file – A standard file format for describing sequencing reads that also includes base quality information. 

FPKM – Fragments (read pairs) Per Kilobase of exon per Million mapped reads. 

Genomic index – A form of the reference genome sequence which enables faster comparisons during alignment. 

Picard interval file – File format for describing genomic regions/intervals which also contains a header describing 

the reference genome. Picard interval file start coordinates are 1-based. See Bait interval (Picard) and Target 

interval (Picard). 

Primary target – as defined by Roche NimbleGen, these are the regions against which probes were designed. 

Typically these are identical to the original regions of interest with regions less than 30 bp expanded to 50 bp total to 

facilitate probe selection. These are equivalent to the Target intervals referred to by Picard. 

https://github.com/arq5x/bedtools2
http://bowtie-bio.sourceforge.net/bowtie2/index.shtml
http://cufflinks.cbcb.umd.edu/
http://www.bioinformatics.babraham.ac.uk/projects/fastqc/
http://www.broadinstitute.org/gatk/
http://www.broadinstitute.org/igv/
http://broadinstitute.github.io/picard/
http://samtools.sourceforge.net/
https://github.com/lh3/seqtk
http://ccb.jhu.edu/software/tophat/index.shtml
http://www.usadellab.org/cms/?page=trimmomatic
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RPKM – Reads Per Kilobase of exon per Million mapped reads. 

SAM file – Sequence Alignment / Map file; a community standard format for specifying sequencing read alignment 

to a reference genome. 

Target interval (Picard) – see Primary target. 

VCF file – Variant call format; a community standard format for specifying variant calls for one or more samples or 

populations against a reference genome. 
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